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9.1 INTRODUCTION
One of the central aims of bioinformatics is to reveal hidden structures of biological
entities and systems, such as protein/gene sequences, protein structures, and interactions, in
order to understand how they are constructed and related to each other. Unveiling structures
and relationships will also enable prediction and classification of unknown data. For this
task, various machine learning techniques have been introduced in the bioinformatics field.
In fact, the two-decade history of bioinformatics can be viewed, in one sense, as the history
of adopting and applying new algorithms to biological data. The role of predictive and
classification algorithms in bioinformatics will only become more important as the number
and types of data increase.
In the early 1990s, dynamic programming (DP) was successfully applied to protein and
DNA sequence alignment [1, 2]. Pairwise sequence alignment tools later evolved into tools
for sequence database search [3–5]. Computational sequence alignment and database search
tools have revolutionized biological studies. Nowadays sequence alignment and sequence
database searches are routinely used in every molecular biology laboratory for obtaining
clues for gene function and functional sites. DP has been further applied for RNA secondarystructure prediction [6], protein three-dimensional (3D) structure comparison [7, 8], and
protein 3D structure prediction [9–11]. In the late 1990s, the hidden Markov model (HMM)
became very popular partly due to the publication of a seminal book, Biological Sequence
Analysis: Probabilistic Models of Proteins and Nucleic Acids [12]. HMM can handle a
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variance of biological sequences and structures in a probabilistic fashion and thus allows
more sensitive searches of similarities in proteins. HMM has been widely applied for protein
secondary-structure prediction [13, 14], transmembrane region prediction [15, 16], and 3D
structure prediction [17, 18]. The artificial neural network (NN) [19] is another example
that was widely applied in various prediction and classification problems in bioinformatics
[20–22]. The support vector machine (SVM), which was introduced in the field around the
beginning of this century, has gradually taken over the NN in various prediction methods
[23–25]. Of course, DP, HMM, NN, and SVM are only a few examples among many others
[26–30] of successfully applied machine learning techniques in bioinformatics.
In this chapter, we review bioinformatics applications of two emerging graphical models,
the Markov random field (MRF) and the conditional random field (CRF). The main advantage of these two methods is that they can represent dependencies of variables using graphs.
Since many biological data can be described as graphs, both methods have gained increasing
attention in the bioinformatics community. We first briefly describe the MRF and the CRF
in comparison with the HMM. What follows are applications of the two graphical models,
focusing on gene prediction, protein function prediction, and protein structure prediction.
These applications benefit from the graphical models by being able to represent dependencies between graph nodes, which contributed to improvement of prediction accuracy.

9.2 GRAPHICAL MODELS
A graphical model is able to represent complex joint distributions of a large number of
variables compactly using a set of local relationships specified by a graph. It provides us
a convenient way to understand and express complicated joint distributions. Each node in
the graph represents a random variable and nodes are connected by edges, which describe
the dependency between the variables.
In this section, we will discuss some basics of the graphical model. First, we discuss the
directed graphical model, that is, the edges of the graphs have a particular directionality
indicated by arrows (Bayesian networks or belief networks). Then, we proceed to undirected
graphical models such as MRFs and CRFs. In the following section, we mainly consider the
supervised learning process. For the set of variables (X, Y ), X represents the input variables
that are observed, and Y is the output variable which we want to predict.
9.2.1 Directed Graphical Model
A directed graph G is a set of vertices and edges G(V, E) where V = {Vi } is a set of nodes and
E = {(Vi , Vj )} is a set of edges with directions from Vi to Vj . We assume G is acyclic. Each
Vi represents a random variable. Each node Vi has a set of parent nodes Vparents . The structure
of the graph defines the conditional independence relationship among the random variables.
The joint probability of all variables V can be calculated as the product of the conditional
probability of each variables conditioned on its parents as presented in the following equation

Pr(V ) =
Pr(Vi |Vparents )
(9.1)
Vi ⊂V

The most widely used directed graphical model is the Naive Bayes model [31] (Figure 9.1).
It predicts a single class variable y given a vector of features x = (x1 , x2 , . . . , xn ). For
example, if all the features have discrete binary values {0, 1}, then a general distribution
over x corresponds to a table of 2n numbers of possible combinations of features for
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FIGURE 9.1 Naive Bayes model.

each class. Since the dimension of the number of possible combinations of features
increases significantly as n becomes large, modeling Pr(X) will suffer from the curse of
dimensionality. However, the conditional independence property in the graphical model
enables us to get the joint distributions easily.
The naive Bayes has the conditional independence assumption that every attribute xi is
conditionally independent of other attributes xj on the class label. The formula for the naive
Bayes model and the graphical representation follows:
Pr(x1 , x2 , . . . , xn , y) = Pr(y)

n


Pr(xi |y)

(9.2)

i=1

The conditional independence assumption is one of the basic ideas of a graphical model
because it can reduce the number of parameters to be estimated. The conditional independence is usually called D-separation for the joint distribution in a graph model [32].
9.2.2 Undirected Model (Markov Random Field)
An undirected graphical model can also be represented by G = (V, E), except that the edges
in E are undirected. The widely used undirected graph model is the MRF. The MRF allows
one to incorporate local contextual constraints in labeling problems in a principled manner
and is applied in vision, bioinformatics, and many other fields. It uses a concept called
the Markov blanket of a node, which assumes that the node is conditionally independent
from all the other nodes but conditioned only on the set of neighboring nodes [33]. By
the conditionally independent property in the MRF, the joint probability for graph nodes
(variables) is factorized. For example, we consider two nodes Xi , Xj in the graph, and
they are not directly connected by edges in the graph (Figure 9.2). Then the conditional
distribution for Xi and Xj would be illustrated by
Pr(xi , xj | ∼ {xi , xj }) = Pr(xi | ∼ {xi , xj })Pr(xj | ∼ {xi , xj }

(9.3)

where ∼ {xi , xj } is the set of nodes in the graph with the node {xi , xj } removed. By this
conditional independence property, we can represent the joint distribution in terms of cliques
in the graph. A clique is a fully connected graph where every node has links to all the
other nodes in the graph. The size of the clique can vary from binary to the entire graph in
consideration. We can also define an undirected graphical model as the set of all distributions:
1
Pr(x, y) =
ψA (XA , YA )
(9.4)
z
A
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FIGURE 9.2 Markov random field.

where ψA is the potential function defined on the clique A in the graph and Z is a normalized
factor defined by

ψA (XA , YA )
(9.5)
Z=
X,Y A

where Z ensures that the distribution Pr(x, y) is correctly normalized. The normalization constant is one of the major limitations of the undirected graphs. For example, suppose we have a model with M discrete nodes each of which has K states. Evaluation of
the normalization term involves summing over the KM state, which is exponential with the
size of the model. The model parameter is learned from the potential functions ψ [34]. The
potential function ψ takes positive values. Traditionally, we express the potential function,
which is strictly positive as exponentials, so that
ψ = exp[−E(X, Y )]

(9.6)

where E(X, Y ) is called an energy function and the exponential representation is called the
Boltzmann distribution. The joint distribution is defined as the product of potentials, and so
the total energy is obtained by adding the energies of each of the maximal cliques.
9.2.3 Discriminative versus Generative Model
In the framework of supervised learning, a new test data set can be classified using either a
generative model or a discriminative model [35, 36] (Figure 9.3).
9.2.3.1 Generative Model The first step in constructing a generative model is to find
the prior distribution Pr(Yk ) and the likelihood function or conditional distribution Pr(X|Yk )
for every k, where k is the possible classes for the label. To predict the label for a new
observation X, we need to calculate the conditional probability of a particular class Yk
given the observation X. This can be obtained using the Bayes rule:
Pr(Yk |X) =

Pr(Yk ) Pr(X|Yk )
Pr(X)

(9.7)
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FIGURE 9.3 Graph representation of generative model and discriminative model.

where Pr(X) is a normalizing constant and is obtained by marginalizing Y for Pr(X, Y ).
Then, we can assign our output to the class that yields the highest posterior probability
given an observation and make a decision by using a user-specified cost function. This is a
generative model because we explicitly model the distribution of the observation, X.
9.2.3.2 Discriminative Model A generative model such as the naive Bayes, HMM,
and MRF computes the joint distributions Pr(X, Y ). However, the difficulty lies primarily
in computing Pr(X), especially when X is in high dimension and when most of the features are correlated. As we addressed in the naive Bayes model, we assume that features are
conditionally independent given the class label. However, this assumption may hurt the performance of the generative model on a general application as compared to a discriminative
model such as the logistic regression model [35].
For sequential data such as gene or protein structure, a generative model like HMM has
the assumption that Yi only depends on feature Xi . However, since some of the features
might be missing in the training data, it is therefore necessary to explore and use Xi ,’s
neighbors’ information. The generative model fails to capture this information. Moreover,
usually the purpose of a model is to predict Y rather than modeling the distribution Pr(X).
Hence, computing the joint distribution for X and Y would not be necessary to infer the
posterior probability of Y .
A discriminative model builds a function that maps variable X directly to one decision
boundary described by a posterior probability Pr(Y |X). The discriminative model does not
need to make strict independence assumptions on the observations, and it is able to choose
features in an arbitrary way. Also, the transition probability between labels may depend not
only on the current observation but also on past and future observations.
9.2.4 Sequential Model
Classical classifiers such as naive Bayes and logistic regression predict only a single class
of variable given an observation. These models fail when it comes to prediction of a label
sequence given an observation sequence because both models assume that the predicted
labels are independent from each other. It is called structure prediction or a sequential
model because of the topological structure of input and output data. In bioinformatics,
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FIGURE 9.4 Hidden Markov model.

DNA sequences, protein sequences, and protein 3D structures are typical structure data.
Two widely developed graph models, the HMM and the CRF, will be discussed in the
following sections.
9.2.4.1 Hidden Markov Model The HMM [37] has been used extensively in various scientific fields for segmenting and predicting label sequences for a given observation
sequence. In Figure 9.4, X is the observed sequence and Y is the label sequence, which is
sometimes called the hidden state. The subscript t indicates the position of the label and
the observation sequence. The arrows between hidden states represent the translation possibility Pr(yt |yt−1 ), and the arrow between a hidden state and an observation represents the
emission possibility Pr(xt |yt ). There are three assumptions made in the HMM:
1. Markov Assumption The current state (label) is only dependent on the previous state.
This means that each state yt is independent from all other states, y1 , y2 , . . . , yt−2
given its previous state yt−1 .
2. Stationary Assumption The state transition probability is independent of the actual
position at which the transition takes place.
3. Independence Assumption The current input xt is statistically independent from the
previous output xt−1 given the current state yt .
In addition, each observation xt depends only on the current state yt . Based on these assumptions, we then have Equation (9.8) as the joint probability:

Pr(yt |yt−1 )Pr(xt |yt )
(9.8)
Pr(Y, X) =
t=1

Here, Pr(xt |yt ) is the transition matrix of our observation and Pr(yt |yt−1 ) is the state transition matrix.
There are three fundamental questions in the HMM [37].
1. How do we estimate the parameters?
2. Which HMM is most probably used to generate the given sequence? This is also
called the evaluation process.
3. Given an observation sequence, what is the most likely label sequence which has
generated the observation sequence?
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The HMM is a supervised learning method. In other words, given a set of training data
sets, we have to optimize the parameters (transition and confusion matrices). We can consider the HMM model as an extension of the mixture Gaussian model by introducing the
transition matrix between different hidden states. To optimize parameters, the expectation–
maximization (EM) algorithm has been used extensively during the past decades [34]. As
for the second question, one can use the forward algorithm to calculate the probability of
an observation sequence [37]. The third question is to predict the label sequence for a new
observation based on the learned parameters. In this case, we want to find label sequence
Y ∗ that maximizes the conditional probability of the label sequence given an observation
sequence:
y∗ = arg max Pr(y|x)

(9.9)

Y

The above equation is obtained using the Bayes rule [Equation (9.7)]. The probability Pr(X)
does not depend on Y , so we can drop it. Now, the objective is to find the maximum of
Pr(X, Y ). Using a naive approach, we can list all the possible label sequences and see which
one has the highest posterior probability. The time complexity is O(S T ), where S is the
number of possible labels and T is the total number of states in the sequence. But this task
can be performed efficiently using a dynamic programming technique known as the Viterbi
algorithm [37].
9.2.4.2 Weakness of Hidden Markov Model As mentioned before, HMM is a generative model. It models the joint distributions of both observation sequences and label sequences. However, in most cases, our interest lies primarily in predicting a label sequence
given an observation sequence.
In addition, the HMM assumes that each observation xt is only dependent on its label yt ,
and, hence, is incapable of modeling multiple features from the observation. However, in
real-world applications, observation sequences tend to be dependent and are best represented
in terms of multiple interacting features and long-range dependencies between observation
elements.
9.2.5 Maximum-Entropy Markov Models and Label Bias Problem
Maximum-entropy Markov models (MEMMs) is a form of conditional model used to label
sequential data given an observation (Figure 9.5). While the HMM is a generative model,

Yt-1

Yt-1

Xt-1

Xt

Yt+1

Xt+1

FIGURE 9.5 Maximum-entropy Markov models.
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the MEMM is a discriminative model. Hence, the MEMM does not need to model the
joint distributions of both observation and label sequences. Also, unlike the HMM, the
MEMM is able to model multiple features from the observation using the function fk in
Equation (9.10). The MEMM had been applied to various fields for labeling sequential data.
These include but are not limited to part-of-speech (POS) tagging and segmentation of text
document problems [38].

K

1
λk fk (xt , yt , yt−1 )
(9.10)
exp
Pr(yt |yt−1 , xt ) =
Z(xt , yt−1 )
k=1

Equation (9.10) is the state observation transition function using in the MEMM for time
(t − 1) to t. This equation provides the probability of current state yt given the previous
state yt−1 and observation xt . Computation of the likelihood of the whole state sequence
involves multiplying the above probability of each of the time points together. Here, fk is
the kth feature function and λk is the weight assigned to fk .
Although the MEMM has the advantageous characteristics over the HMM, the MEMM
has an undesirable property called the label bias problem [39]. This is due to the per-state
normalization at each transition. Hence, the model will tend to favor the label with fewer
outgoing transitions. The details about the label bias problem can be found in a paper by
Lafferty et al. [39]. More information on the MEMM can be found in a paper by McCallum
et al. [38]. The conditional random field was proposed to solve the label bias problem and
also inherit all the good properties of the MEMM.
9.2.6 Conditional Random Field
The CRF was first proposed by Lafferty et al. [39] in the context of segmentation and labeling of text sequences. The CRF models the posterior distribution p(Y |X) directly. Because
the CRF is a undirected graph model (Figure 9.6), it does not have arrows between the
observation and hidden state as in the HMM. It has been proven to be very effective in
many applications with structured outputs, such as information extraction, image processing, and parsing [40–42]. The CRF is able to model the conditional probability of a label
sequence with nonindependent and interacting features of the observation sequence due to
its conditional nature.
Since the CRF does not have the assumption for the distribution of the inputs P(X) and
finds the decision boundary directly, it can be regarded as an extension of logistic regression

yt-1

yt

yt+1

yt-1

yt

yt+1

FIGURE 9.6 Conditional random field.

GRAPHICAL MODELS

199

to model sequential data. The relationship among the CRF, logistic regression, and naive
Bayesian model can be found in some previous works [35, 36].
Formally, we define G = (V, E) as an undirected graph such that Y = (Yu )u∈V , and Y
is indexed by the vertices of G. The couple (X, Y ) is said to be a conditional random field
if, when conditioned on X, the random variable yt obeys the Markov property with respect
to the graph: Pr(yt |yS−{t} , X) = Pr(yt |yNt , X), where S\{t} is the set of all the nodes in the
graph except the node t and Nt is the set of neighbors of node t in G [39]. The conditional
distribution for Y given X is
Pr(Y |X) =



1 
exp σ(yt |X) + θ(yt , yng |X)
Z

(9.11)

t∈Nodes

where t is a node in the graph G and σ(yt |X) is an association potential function that reflects
the feature X that has an influence on the label yt . It can be a logistic regression model, a
Bayesian model, a SVM, or a kernel regression model. The second term θ(yt , yng |X) is the
association potential function between yt and its neighbors yng . These neighborhood nodes
yng can be nodes in a clique of the graph in which the size of the clique can be arbitrary.
The association potential function shows the influence among related predicted labels. The
potential functions defined in Equation (9.11) transform the traditional logistic regression
that fits a single scalar to fitting and labeling sequential data. Therefore, the CRF is similar
to the logistic regression for classification where y is now sequential data, which can be
discrete or continuous. The variable Z is the normalization factor given by
 


Z=
exp σ(yt |X) + θ(yt , yng |X)
(9.12)
Y t∈Nodes

So far we defined the graph as a linear chain in Figure 9.6. However, the structure of the
graph G can be arbitrary provided that the conditional independence in the label sequences
is correctly modeled. However, due to the high computational cost for training a general
CRF model, the most widely used graph structure is the linear chain CRF as shown in
Figure 9.6. The maximum clique among the label sequence is then a pairwise clique. From
Equation (9.2), the joint distribution over the labels Y given the observation sequence X
can be written as


K



1
Pr(Y |X) =
exp
λk fk (yt−1 , yt , X) + μk gk (yt , X)
(9.13)
Z(x)
c⊂C k=1

Here fk corresponds to θ and gk corresponds to σ in Equation (9.11). Since the loss function
[Equation (9.13)] is convex, it will always give us the global maximum if we optimize the
function [39]. In the remainder of this chapter, Equation (9.13) is simplified by substituting
the feature functions fk (yt−1 , yt , X) and gk (yt , X) to fk (X, i, yt−1 , yt ). Therefore, we obtain
the equation
K


1 
exp
λk fk (X, t, yt−1 , yt )
(9.14)
Pr(Y |X) =
Z(X) t
k=1

While the MEMM normalizes the probability on a per-state basis, the CRF normalizes the
probability over the whole sequence. Hence, the MEMM will tend to be biased toward
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states with fewer outgoing transitions (the label bias problem). To the extreme, the MEMM
will ignore the observation if there is only one single outgoing transition [39].
We note that every HMM can always be written as a special instance of the linear chain
CRF. We define a single feature function for each of Pr(yt |yt−1 ) and Pr(xt |yt ) as

1 if xt−1 = y and yt = y
fk (yt−1 , yt , x) =
(9.15)
0 otherwise

1 if yt = y and xt = x
gk (yt , x) =
(9.16)
0 otherwise
Here, the parameters λk and μk corresponding to these features are equivalent to the logarithms of the HMM transition and emission probabilities Pr(yt |yt−1 ) and Pr(xt |yt ). However,
the CRF is a more general model because it allows arbitrary dependencies on the observation
sequence. In general, a feature function can be any mapping Fj : X × Y → R.
Often, feature functions are just binary indicators (absence/not). For example, let us
consider a simple DNA functional site model by considering motifs using the CRF. Because
the CRF modeling is a supervised learning process, we use training data of DNA sequences
with sequence patterns X and its related label Y . In order to capture the dependencies on the
observation sequence patterns in one sequence, we can define one of feature functions as

1 if xt = CGCC, yt = motif 1
f1 (yt−1 , yt , x) =
(9.17)
0 otherwise

1 if xt = TATA, yt = motif 2, yt−1 = motif 1
f2 (yt−1 , yt , x) =
(9.18)
0 otherwise
For the feature functions f1 and f2 , the corresponding weights λ1 , λ2 reflect the probability
for the observed sequence patterns and related sequence label. For example, whenever the
CRF sees the sequence TATA, it will prefer to label the state as motif 1 because we observe
TATA with a higher weight for motif 1.
9.2.6.1 Parameter Estimation Maximum-likelihood estimation is widely used to
learn the parameters in the CRF. Maximum-likelihood estimation chooses values of the
parameters such that the logarithm of the likelihood, known as the log likelihood, is maximized [39]. The log likelihood for the CRF can be written as
l(λ) =

N


log Pr(y(i) |x(i) )

(9.19)

i=1

where N is the number of training sequences and λ is the vector of the parameters. Since
typically there are thousands of parameters used in a CRF model, the CRF may be overfitted
to the training data set. To avoid overfitting, a regularization factor is usually added to the
log likelihood. Substituting Equation (9.13) into Equation (9.19) and adding a Gaussian
regularization, we obtain the expression
l(λ) =

T 
K
N 

i=1 t=1 k=1

i
λk fk yti , yt−1
, xti

−

N

i=1

K

λ2k
log Z(X ) −
2σ 2
i

k=1

(9.20)
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Note that the subscript i denotes the ith data samples, t is the position in a data, and k is the
kth feature function. In order to maximize the log-likelihood function [Equation (9.20)],
we differentiate the log-likelihood function with respect to the parameter λk , which yields

 λk
∂l(λ)  
i
=
(9.21)
fk yti , yt−1
, xti −
fk y, y , xti P y, y |x(i) −
∂λk
σ2

N

T

i=1 t=1

T

K

i=1 t=1 y,y

k=1

N

Because Equation (9.21) does not have closed-form solutions, we cannot obtain the λk
value by simply setting Equation (9.21) equal to zero. Thus, we need to take a different
strategy to obtain the parameter values. For example, Lafferty et al. used the gradient ascent
approach [39]:
λn+1 = λn + α∇

(9.22)

where α is the scaling factor and ∇ is the first deviant of the log-likelihood function [Equation (9.21)] for λ. However, the conventional approach requires too many iterations to be
practical. The quasi-Newton method converges much faster than the original approach based
on iterative scaling [36, 43]:
λn+1 = λn − H −1 ∇

(9.23)

where H is the Hessian matrix whose elements comprise the second derivatives of l(λ) with
respect to the components of λ. Other parameter learning methods can be found in some
tutorials [36, 43].
9.2.6.2 Inference Given the learned model, we are interested in labeling an unseen
instance given an observation sequence and computing the marginal distribution. This is
essentially the same as the HMM inference problem, because both of them aimed to find
the maximal posterior possibility label sequence. In order to find the most probable label
for a given observation sequence, we can use the Viterbi algorithm similar to the HMM.
There are two major approaches to compute the marginal probability or the conditional
probability: the exact inference and approximate inference methods.
The elimination algorithm is the basic method for the exact inference. The main idea
is to efficiently marginalize out all the irrelevant variables using factored representation of
the joint probability distribution. Forward–backward algorithms such as those used for the
HMM can be applied to the linear chain CRF as well. The algorithm is further described in
detail in papers by Hoefel and Elkan [44] and Lafferty et al. [39].
The computational complexity of the exact inference algorithms increases exponentially
when the size of the cliques are very large. Hence, approximation methods are preferred in
many practical applications. These approximation methods include the sampling method
[45], the variation methods [46], or the loopy belief propagation [47]. A very efficient
approach for high-dimensional data is the Markov chain Monte Carlo, including Gibbs
sampling and Metropolis–Hastings sampling [48, 49]. The loopy belief propagation applies
the original belief propagation algorithm to graphs even when they contain loops [50].
9.2.6.3 Conditional Random Field versus Markov Random Field Kumar and
Hebert [41] compared two major differences between the CRF and the original MRF framework. First, in the conditional random fields, the association potential function at any state
is a function of all the observations X while in the MRF (with the assumption of conditional
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independence of the data) the association potential is a function of data only at that state Xt .
Second, the interaction potential for each pair of nodes in MRFs is a function of only labels,
while in the conditional models it is a function of labels as well as all the observations X.
The interaction among labels in MRFs is modeled by the term P(Y ), which can be seen as
a prior under the Bayesian framework. However, these label interactions do not depend on
the observed data X. This difference plays a central role in modeling arbitrary interactions
in sequential data. Above all, the MRF and HMM belong to the generative model which
is based on modeling the joint distributions Pr(X, Y ), while the CRF is a extension of the
discriminative model such as the maximum-entropy model (usually regarded as logistic
regression). The discriminative model is based on modeling the conditional distribution
Pr(Y |X) directly.
9.2.6.4 General Conditional Random Field In the previous sections, we have
mainly discussed the learning and inference steps for the linear chain CRF. However, those
methods can also be extended to general graphs by considering the long-range dependencies
over labels. Several researchers have recently demonstrated that certain CRF graph structures are useful for handling special applications. For example, the Skip-Chain CRF takes
into account the probabilistic dependencies between long-distance mentions for information extraction [51]. Liu et al. [52] extended the linear chain CRF to predict a type of protein
structure [52]. In addition, several researchers modified the original CRF and proposed to
integrate other techniques, for example, the Bayesian CRF [53], the boosting [54], and the
neural network [55]. Other research directions include development of the semisupervised
learning CRF in order to deal with insufficient training label data. Some recent developments
of the semisupervised learning methods can be found in recent papers [56, 57].
9.2.7 Summary of Models and Available Resources
Each model has its strengths and drawbacks and one needs to examine which model (or if
any model) is suitable for a particular problem. In Table 9.1, we summarize the pros and
cons of the models discussed above.
There are several useful information sources and software for the MRF and CRF. For
the MRF, some books, such as Markov Random Field Modeling in Image Analysis [58] and
Image Processing: Dealing with Texture [59], provide details of the method. In addition,
we provide a list of resources on the Internet we found useful (Table 9.2).

9.3 APPLICATIONS
In this section, we discuss some applications of the MRF and CRF on gene prediction,
protein function prediction, and protein structure prediction.
9.3.1 Gene Prediction Using Conditional Random Fields
One of the first steps in gene analysis is to determine the coding regions given DNA
sequences, which is called the gene prediction problem or the gene-finding problem. Generally gene prediction considers prediction of protein-coding genes, which are the sections
of DNA that are translated to produce proteins [60]. According to the central dogma of
molecular biology in eukaryotes, a DNA sequence first undergoes a transcription process
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TABLE 9.1 Summary of Models
Pros
Generative model

Based on the joint distribution, it is
easy to calculate the posterior
distribution.

Discriminative
model

Do not need to model the joint
distributions of the features and
variables. It is able to calculate the
posterior possibility directly. It just
needs to estimate the parameters of
the model rather than the whole
distributions of data. The model has
been extended to different ways by
new regulation function, kernel
methods, and others.
Although this classifier has a strong
assumption of independence of
features, this model has been
successfully applied in many
applications.

Naive Bayes
model

Markov random
field

Widely used in the computation vision
and bioinformatics for modeling
data naturally modeled as a graph.

Hidden Markov
model

Suitable and applied for many
sequential data, for example, in the
bioinformatics, natural language
processing, and computation
visions.
It is proposed to handle the drawbacks
of HMM.
Do not have assumption of feature
independence and can handle
nonlinear relation between features.
It successfully deals with the
drawbacks of HMM (assumption of
independence of features) and
MEMM (the label bias problem).
Recently successfully applied in
bioinformatics domain.

Maximum-entropy
Markov models
Logistic/linear
regression
Conditional
random field

Cons
Does not need to generate the
joint distributions for variables
when it comes to making a
prediction.
Could not compute the joint
distribution of variables and
features.

Because the feature
independence assumption is
not promised in most of the
applications, this classifier is
not always suitable for such
data.
It has the same drawback of
generative model and the
computation cost is high in
most of cases, especially when
the size of cliques gets larger.
It assumes that features are
independent with each other
and often difficult to model
(train parameters) distant
dependency of hidden states.
Has the label bias problem.
It does not model dependency
between labels.
It still faces the problem of size
of training data as the logistic
regression. The available
software package of CRF is
hard to run on different data
sets.

in which intergenic regions of the sequence are removed to produce premessenger RNAs
(pre-mRNAs). A pre-mRNA is subject to gene splicing, where introns are removed producing a messenger RNA (mRNA). Finally, a mRNA is translated into a protein (amino
acid) sequence, where identification of the coding region and untranslated regions (UTRs)
is involved [61]. Thus, in most gene predictions, the aim is to accurately predict the
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TABLE 9.2 Online Resources for MRF and CRF
Title and Web Site

Contents and Comments
Tutorials and Lectures

Introduction to MRF and its application on computation vision
https://engineering.purdue.edu/∼bouman/
ece641/mrf tutorial/
Collection for CRF
http://www.inference.phy.cam.ac.uk/hmw26/
crf/
Video tutorial for CRF (Charles Elkan)
http://videolectures.net/cikm08 elkan
llmacrf/

Basic examples of graph model
and the related source code
will be useful to understand
the graph model.
Links to tutorials, papers, and
software for CRF.
Basic tutorial for beginner to
understand logistic
regression model and CRF.

Software
MRF source code collection
http://www.cs.cmu.edu/∼cil/v-source.html
MRF minimization
http://vision.middlebury.edu/MRF/code/

Collection of CRF program
http://www.cs.ubc.ca/∼murphyk/Software/
CRF/crf.html
Mallet-CRF
http://crf.sourceforge.net/

CRFsuite
http://www.chokkan.org/software/crfsuite/
CRF++
http://crfpp.sourceforge.net/

It provides the collection of
software on computation
vision based on MRF.
It provides several benchmark
software packages to
compare MRF application on
image segmentation and
photomontage problems.
This website includes several
1D CRF model
implementation packages.
Graphical Models in Mallet
(GRMM) developed by the
UMASS research group
supports arbitrary factor
graphs, which subsume
Markov random fields,
Bayesian networks, and
conditional random fields.
Written in C++ and
implemented in Windows 32,
Linux platform.
CRF++ is an open-source
implementation of
conditional random fields
(CRFs) for
segmenting/labeling
sequential data.

intergenic regions, exons, introns, and UTRs of the target DNA sequence to determine
the protein-coding regions in the DNA sequence.
In gene prediction, variants of the CRF, including the semi-Markov CRF–based method,
was found to outperform many generative models (e.g., HMM-based methods) [62–65].
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In a generative model such as the HMM, the joint probability of the observed sequence x
and hidden gene structure y is modeled. The joint probability and the parameter θ that is
chosen to maximize the joint probability in the training data set are used to predict the genes
by selecting the path of hidden labels y that maximize the joint probability given a new
sequence x. To improve gene prediction accuracy, one approach is to incorporate additional
information that can come from a multiple-sequence alignment and/or experiential data
such as the express sequence tag (EST) alignment information [66]. Unlike the generative
models that need to model the relationship between the different types of information, which
can quickly become too complex, CRF models can treat different types of information as
features without modeling the dependency between the features making leverage of different
sources of information possible [62]. Below we describe four variants of the CRF-based
gene prediction method.
Culotta et al. first applied the linear chain CRF model in gene prediction and showed
that multiple features can be incorporated in the gene prediction [60]. In their model, a base
in the DNA sequence is classified as a coding region, an intron, or an intergenic region. To
incorporate restrictions in the model, a finite-state machine model is used between label
nodes (y): the starting state, three coding states, and three intron states. Edges between
the states model the restrictions. Coding regions must start with the three bases ATG (in
the case of human genes) and end with TAA, TGA, or TAG. The features that they use
include (1) 11 base features that incorporate the statistics of amino acid sequences by
examining the identity of the previous five bases from the current base position in the given
DNA sequence; (2) four histogram features which measure the frequencies of the base
conjunctions and disjunctions in a sliding window of size 5; and (3) five homology features,
such as the number of hits obtained through a BLAST sequence database search. Here,
we will not discuss their CRF model since they used the typical CRF setting, which we
extensively described in earlier sections.
Bernal et al. developed an ab initio gene prediction method based on the semi-Markov
CRF CRAIG (CRF-based ab initio Genefinder) [63]. An ab initio gene prediction method
only considers the information that comes directly from the target DNA sequence and does
not use homology information (multiple-sequence alignment). Although ab initio methods
have generally a lower accuracy than methods that use homology information, ab initio
methods are useful when no homology information is found. CRAIG also uses a finite-state
machine to model the gene structure states (y): the initial state, the end state, the intergenic
state, the start state of a coding region, the end state of a coding region, three exon states,
and six intron states. The state machine of eukaryotic genes is shown in Figure 9.7. Instead
of associating each label yj to each base xj , GRAIG associates DNA sequence x to the
labeled segment of sequence s by relaxing the requirements of the Markov property (semiMarkov property). The gene prediction, given a target sequence x, finds the best scoring
segmentation where the score, which is analogous to conditional probability Pr(y|x) in the
typical CRF model, is defined as (Equation 2 in the original paper)
Sw (x, s) =

Q


wj · f (sj , lab(sj−1 ), x)

(9.24)

j=1

That is, DNA sequence x = x1 , . . . , xp is associated with the likely sequence segments
s = s1 , . . . , sQ , where each segment has information of a starting position pos(sj ) = pj ,
a length of segment len(sj ) = lj , and a state label lab(sj ) = yj , that is, sj = pj , lj , yj .
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FIGURE 9.7 State machine of eukaryotic genes. The states represent the genomic regions and the
directed edges between the states represent the biological signals. The short introns are denoted by IS
and long introns are denoted by IL . States for exons start with E with subdivision of type of exons in
subscript. (Reprinted with permission from [63].)

Each segment is described with a set of features that are computed from the current segment,
the label of a previous segment, and the input sequence around the start position of the
segment. The complete list of 19 features, such as length and sequence patterns of each
state, can be found in Tables 6 and 7 of the original paper by Bernal et al. [63]. The weights
of the features are learned using an online approach, where iteratively updating the weights
as the input sequences is done one by one. Inference for a sequence x is computed with a
variant of the Viterbi algorithm, which finds the label s that maximizes Equation (9.24).
Conrad is another semi-Markov CRF-based de novo gene prediction method [62, 67].
De novo methods use multiple-sequence alignments of the input DNA sequence. Conrad,
like CRAIG, uses labeled segments S, that is, instead of associating a label to each bases in
a sequence, a label s is represented as a segment of DNA sequence, si = (ti , ui , vi ), where ti
is the start position, ui is the end position, and vi is the label of the segment. Each segment
is assumed to only interact with its immediate neighbors such that feature sum Fj can be
written as the sum of the Q number of local features fj :
Fj (x, s) =

Q


fj (vi−1 , ti , ui , vi , x)

(9.25)

i=1

Conrad combines the probabilistic features that are adopted from phylogenetic generalized
HMM (GHMM) models [68], which are done by converting the GHMM model to an
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equivalent semi-Markov CRF model, with additional nonprobabilistic binary features. The
components of the probabilistic features include (1) five reference features that model
the nucleotide compositions of homologues sequences; (2) three length features that model
the length distributions of introns, exons, and intergenic regions; (3) a transition feature that
measures the frequencies of types of transitions; (4) eight boundary features; and (5) five
phylogenetic features that come from data of multiple species. Nonprobabilistic features, or
discriminative features, used include (1) six gap features which reflect insertion or deletion
patterns that come from a multiple-sequence alignment; (2) three footprint features for
each aligned sequence which give information of the position at which each sequence is
aligned; and (3) nine EST features that come from EST alignments. Two methods are
used to train the weights of the features: the condition maximum likelihood (CML) and
the maximum expected accuracy (MEA). The CML indirectly optimizes the accuracy by
maximizing the likelihood of correct segments over the training data set, whereas the MEA
tries to directly optimize the accuracy of the inferred segment. The CML finds the weight
wCML = argw max[log(Prw (y0 , x0 )] on the training data (y0 , x0 ) by computing the gradient
using dynamic programming. The MEA optimizes the weights using an objective function
A, which is defined as the expected value of the similarity function S of the distribution of
segments define by the SMCRF:

S(y, y0 , x0 ) =

n


s(yj−1 , yi , yi0 , x0 , i)

i=1

A(w) = Ew (S(y, y0 , x0 )).

(9.26)

and the weights wMEA = argw max[A(w)] are obtained by computing a gradient-based
function optimizer.
The last method, CONTRAST [65], is another de novo gene prediction method that uses
the CRF model. CONTRAST is composed of local and global components. For the local
components, boundaries of coding regions are learned using SVMs. The global components
are composed of the gene structure that integrates the boundary information learned by SVM
with additional features from multiple-alignment results. The gene structure of CONTRAST
consists of one intergenic node, three starting-exon nodes, three single-exon nodes, three
internal exon nodes, three terminal exon nodes, and three intron nodes. The constraints are
posed with directed edges between the nodes. CONTRAST uses nonprobabilistic binary
features that are categorized as (1) label transition features; (2) sequence-based features
including features based on target sequence, a multiple alignment, and EST alignments; and
(3) coding region boundary features that come from outputs of the SVM classifier using
alignment information. The weights of the features are optimized using a gradient-based
optimization algorithm and the RPROP algorithm [69]. The score of a labeling is computed
as w · F(x, y) where F(x, y) = f (yi−1 , yi , i, x). CONTRAST takes a slightly different
approach of training the weights and predicting the labels as compared with traditional
CRF models. In prediction, selected labels maximize the weighted difference between the
expected number of true-positive and false-positive coding region boundary predictions,
which can be computed using the forward and backward algorithms. The weight learning
is done by optimizing the expected boundary accuracy in the training set, which is done
using the gradient–based optimization algorithm.
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9.3.2 Protein Function Prediction Using Markov Random Fields
The large growth in high-throughput genomic and proteomic data has spurred the need for
advanced computational function prediction methods that can elucidate protein function by
using this system-level information [70–74]. In this section we describe the computational
methods that provide insight into functional annotations of proteins using the MRF.
Traditionally protein function is predicted using sequence information only [3, 75, 76].
In recent years high-throughput experimental technologies have provided us with rich
information sources, such as protein–protein interaction (PPI) data, microarray expression
data, and synthetic lethality of genes. These new information sources provide the context of
the whole genome to study the function of proteins. Using these various features, machine
learning approaches have been used to infer the function of new proteins. Deng et al. [77,
78] first proposed the use of the MRF for modeling the probability that a protein has a
certain function by capturing the local dependency of protein function on its neighbors in
the PPI network. They make use of the “guilt-by-association” rule in the neighborhood of
a protein and apply the local Markov property that the function of a protein is independent
of all the other proteins given its neighbors in the PPI network.
9.3.2.1 Markov Random Field for Function Prediction Deng et al. [78] defined
a Gibbs distribution over the PPI network of yeast, which was obtained from the Munich
Information Center for Protein Sequences (MIPS) database [79]. They considered only one
annotation category at a time and provided the probability that an unknown protein in the
network has that function of interest F using the MRF. Given a PPI network with N proteins
as nodes, out of which P1 , . . . , Pn are the n unannotated proteins and Pn+1 , . . . , Pn+m are
the m proteins whose annotation is known. The random variable Xi will be 1 if the ith protein
has the annotation category F , else it will be zero. Thus, we obtain a vector X consisting of
labeling X1 = λ1 , . . . , Xn = λn and Xn+1 = μn+1 , . . . , Xn+m = μn+m . Figure 9.8 shows
the structure of the MRF. Let π be the fraction of proteins having annotation F . Let Oij be
1 if there is interaction between proteins i and j, otherwise it is 0, and Nei(i) be the proteins
interacting directly with Pi in the PPI network. Since interacting proteins are more likely
to have the same function as noninteracting ones, they define the potential function U(x) as
U(x) = −αN1 − βN10 − γN11 − N00

(9.27)

where N1 is the number of nodes having functional annotation F , N11 is the number of
interacting pairs where both partners have annotation F , N10 is the number of interacting
pairs in the network where one interacting partner has F and the other does not have F , N00
is the number of interacting pairs in the network where both the interacting partners do not
have F as their annotation and α is defined as log[π/(1 − π)]. With the general MRF theory
we can write the global Gibbs distribution [Equation (9.28)] using the potential function
U(x) where Z( ) is the partition function and = {α, β, γ}:
Pr(X|θ) =

1
exp[−U (x)]
Z(θ)

(9.28)

To predict the unknown labels (X1 , . . . , Xn ), we need samples from the posterior distribution Pr(X1 , . . . , Xn |Xn+1 , . . . , Xn+m ). These samples can be obtained by applying
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FIGURE 9.8 Markov random field based on PPI network. Shown is a PPI network with nodes
as proteins and edges showing interactions between them. The MRF structure used by Deng et al.
is based on the random variable X corresponding to each protein, which takes values one or zero
depending on whether the protein has the annotation under consideration or not. The network also
contains nodes whose Xi value is not known and thus will be predicted using the MRF framework.
The node P3 is shown in black and its neighbors, for example, Nei(P3 ), are shown in gray. The edge
P1 P2 is counted as N11 , the edge P1 P3 is counted as N10 , and the edge P3 P5 is counted as N00 .

the Gibbs sampling strategy where the samples from the conditional distribution in Equation (9.29) approximate the samples from the joint distribution:

Pr(Xi = 1|X[−i] , θ) =

Pr Xi = 1, X[−i] |θ
Pr Xi = 1, X[−i] |θ + Pr Xi = 0, X[−i] |θ
(i)

=

(i)

exp α + (β − 1) M0 + (γ − β) M1
(i)

(i)

1 + exp α + (β − 1) M0 + (γ − β) M1

(9.29)

0 , M 1 are the number of interHere X[−i] = (X1 , . . . , Xi−1 , Xi+1 , . . . , Xn+m ) and M(i)
(i)
acting partners of protein Pri having label 0 and 1, respectively. Assuming that the parameters are obtained using the method described in the next part, it first sets initial Xi labels
using the probability π. The labels are then updated repeatedly from the ones in the previous
stage for a burn-in period using Equation (9.29). Then, according to Gibbs, sampling the
labels Xi obtained in the lag period approximates the probability of observing function F
in protein Pi .
Since the partition function Z in Equation (9.28) is the function of , it is difficult to use
maximum-likelihood estimation. Hence they used the quasi-likelihood method to estimate
the parameter . This method is based on the standard linear logistic regression model and
treats all observations independently. They obtained the logistic model [Equation (9.30)]
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by simplifying Equation (9.29) and the parameters were estimated using the subnetwork of
known proteins:
log

Pr Xi = 1|X[−i] , θ
1.0 − Pr Xi = 1|X[−i] , θ

(i)

(i)

= α + (β − 1) M0 + (γ − β) M1

(9.30)

Overall the method proposed by Deng et al. is novel because it applies the Markov
property of the local functional dependence of the protein on its neighborhood to the PPI
networks. They compared the performance of this method with the neighbor counting and
the chi-square method in terms of receiver operating characteristic (ROC) curves. It was
observed that for a given specificity their method was more sensitive than others. Also, they
have observed that the sensitivity of the method increased when the unknown proteins have
more interacting partners. Even though the method improves over the existing networkbased prediction methods, there are some limitations, for example, the method treats the
functions independently of each other and processes one function at a time. There are
relationships across the functional categories of the Gene Ontology [80] used here that can
change the probabilities of a particular protein having annotations of interest.
In the next example, Letovsky and Kasif [81] use the MRF model based on the same
idea as Deng et al. that the graph neighbors are more likely to share the same annotations
as opposed to the nonneighbors in the graph. They use the binomial model to describe the
neighborhood function to quantify the probability of a node having a particular annotation
given the annotations of its neighbors. Similar to Deng et al.’s method, this method also
considers a separate MRF for each annotation label, and term dependencies are not explicitly
considered. For each protein Pi a variable Li,t is defined which is 1 or 0 depending on whether
protein Pi has label t or not. Using the Bayes rule [Equation (9.31)], they computed the
label probability Pr(Li,t = 1|Ni , Ki,t ) that protein i has label t given that it has Ni neighbors
and Ki,t out of those neighbors are annotated with the label t. Subscripts are excluded in
later descriptions of this equation:
Pr(Li,t |Ni , Ki,t ) =

Pr(Ki,t |Li,t , Ni ) · Pr(Li,t )
Pr(Ki,t |Ni )

(9.31)

where f = Pr(L) is computed as the frequency of term t in the network and f̄ is given by
1 − f . The main distinction of this model as compared with the previous method by Deng
et al. [Equation (9.29)] is that it computes Pr(K|L, N) based on the binomial distribution
Bin(N, K, Pr1 ). The idea behind this is that if labels are randomly assigned they will follow
a binomial distribution where Pr1 is the probability that an interacting partner is labeled
with t given that the protein is labeled with t. Similarly, Pr(K|L, N) is the probability of
observing the given number of neighbors with label t given that the protein does not have
label t. It is given by Bin(N, K, Pr0 ) where Pr0 is the probability that an interacting partner
is labeled with t given that the protein is not labeled with t. Thus we have P(K|N) =
f · P(K|L, N) + f̄ · P(K|L̄, N), which in turn simplifies Equation (9.31) and gives the
probability of protein i having label t as shown in the equation.
Pr(L|N, K) =

λ
1+λ

where

λ=

N−k
f · PrK
1 · Pr1
N−k
f̄ · PrK
0 · Pr0

(9.32)

With the MRF framework based on the neighborhood conditional probability function
defined in Equation (9.32), Letovsky and Kasif [81] used heuristic belief propagation to
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label unannotated proteins. Initially the proteins are assigned a label based on f ; then in the
first step using Equation (9.32) label probabilities are estimated for unlabeled nodes. Then
in the second step the adjusted probabilities in the first step are used, and to avoid invalid
self-reinforcement, they apply a threshold of 0.8 to select and label nodes. Then these two
steps are repeated until no more labels can be assigned. The GRID database [82] has been
used for PPI data, and SGD [80] yeast Gene Ontology (GO) annotations have been used as
labels. The data set consisted of 4692 labeled and 2573 unlabeled proteins. With a specific
jackknife procedure they have observed that the method has 98.6% precision and 21% recall
when a threshold of 0.8 was used for probability.
Deng et al. [78] did not consider unannotated proteins for which the label is unknown
when training the regression model for parameter estimation. Instead, Kourmpetis et al. [83]
have used the same model and applied the adaptive Markov chain Monte Carlo (MCMC)
to draw samples from the joint posterior of X, . They have shown that, when compared
for 90 GO terms, their method gives area-under-the curve (AUC) value 0.8195 as compared
with Deng et al. (0.7578) [78] and Letovsky et al. (0.7867) [81]. Kourmpetis et al. used
the MRF model with the same potential function [83] as Deng and colleagues and initialized the parameters and labels X using quasi-likelihood estimation and Gibbs sampling,
respectively. Then, in the given iteration t the parameters are updated using a differential
evolution Markov chain, a type of adaptive MCMC, conditioned on current labels, and
the labels Xt conditioned on the current parameters t for unannotated nodes are updated
by using Gibbs sampling. They repeated this procedure until convergence. When comparing the methods they mentioned that both Deng et al. [78] and Kourmpetis et al. [83]
could estimate the intercept parameter α well, but the interaction parameters β − 1 and
γ − β in Equation (9.30) were better estimated by Kourmpetis et al. and led to the better
performance.
9.3.2.2 Integrating Multiple Data Sources After developing the MRF model based
on PPI data, Deng et al. have further developed an integrated model that can incorporate
information from PPI networks, expression profiles of genes, protein complex data, and
domain information by weighing different data sources to compute the posterior probability
that a protein has a particular function [84]. Here we will describe how the potential function
described in Equation (9.27) is modified to take multiple data sources into account. The
prior probability πi that a protein Pi has a function of interest (i.e., Xi = 1) is different for
each protein and is computed based on the protein complex data shown in Equation (9.33).
If the protein belongs to multiple complexes, the maximum prior from any complex is used:

πi = Pr (Xi = 1|Complex) =

Proteins having the function within complex
Known proteins within complex

(9.33)

Now to integrate the pairwise associations between proteins obtained from multiple sources,
they converted each association into a network Neti . For the expression data they connected
proteins having expression correlation above a fixed threshold, and for a genetic interaction
network they connected interacting genes based on mutation analysis data. Assuming that
there are L such networks, they write the network parameters from Equation (9.27) for
(l)
(l)
(l)
each network l as (N10 , N11 , N00 ). The potential function after incorporating multiple data
sources is shown in Equation (9.34) with αi defined as log[πi /(1 − πi )] and parameters
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βl , γl , 1 ≤ l ≤ L. The joint probability distribution over all networks is given by Equation (9.35).
U(x) = −

n+m

i=1

Pr {labeling, networks} =

x i αi −

L 


(l)

(l)

(l)

βl N10 + γl N11 + N00


(9.34)

l=1

1
exp[−U(x)]
Z(θ)

(9.35)

To include the dependency of the protein’s function on the domain composition (a protein can consist of multiple functional regions called domains), they considered a set
of domains D1 , . . . , DM for each protein. Now Pi has domain composition di given by
(di1 , di2 , . . . , diM ), where dij is 1 if the domain j is present in the protein Pi and 0 otherwise. Probabilities Pr1m and Pr0m are conditional on dm = 1 (i.e., the protein has the
domain dm ) given that the protein has or has not the given function, respectively. They
considered all domains to be independent and gave the probability of the protein having the
domain structure d given the function of interest as shown in Equation (9.36). Similarly, the
probability that the protein has the domain structure d given it does not have the function
is shown in Equation (9.37).
Pr1 (d) =
Pr0 (d) =

M

m=1
M


1−dm
Prdm
1m (1 − Pr1m )

(9.36)

1−dm
Prdm
0m (1 − Pr0m )

(9.37)

m=1

where M is the total number of domains in consideration. Based on the given label assignment, the probability of domain features is obtained as per Equation (9.38), which is used
to modify the joint probability distribution shown in Equation (9.39) to describe the MRF
based on multiple data sources:


Pr1 (di ) ·
Pr0 (di )
(9.38)
Pr{domain features|labeling} =
i:Xi=1

i:Xi=0

Pr{labeling networks domain features} = Pr{labeling networks}
·Pr{domain features|labeling}

(9.39)

In Equation (9.38), Xi is 1 or 0 depending on whether the protein Pi has the function of
interest or not. Equation (9.38) expresses the probability of the domain features of all the
proteins given the presence or absence of the function of interest. The first term on the
right-hand side of Equation (9.39) comes from the MRF [Equation (9.35) and the second
term is Equation (9.38)].
To estimate the parameters [all α’s, β’s, and γ’s in Equation (9.34)] they used the quasilikelihood method, the same as the one described before in this section, and Gibbs sampling
was used to assign functional labels to unknown proteins. To gauge the improvement in
prediction accuracy, they computed the precision and recall curve of the method using just
the PPI data and also with different data sources integrated. For a precision value of 57%,
using only PPI data obtained the recall of 57%, which was increased to 87% when all the
data sources were used together.
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9.3.3 Application to Protein Tertiary Structure Prediction
Protein tertiary structure prediction remains one of the most challenging tasks in bioinformatics. Graphical models have not been applied much in this area, but there are a few of
notable works. We discuss three applications of the MRF and CRF below.
9.3.3.1 Side-Chain Prediction and Free-Energy Estimation The native structure of a protein has the minimum free energy among the alternative conformations, which
is defined as G = E − TS, where E represents the enthalpy of the system, T represents the
temperature, and S denotes the entropy of the system. Thus, the aim of structure prediction
of a protein is to find the structure for the protein sequence that has the minimum free energy. However, computation of the entropy is a costly process mainly because the entropy
calculation requires exploring a large number of alternative conformations of the protein
that make the solution infeasible.
Kamisetty et al. [85] applied the MRF to compute the free energy of protein side-chain
conformations. A protein structure is represented as a set of three-dimensional atomic
coordinates of the backbone atoms Xb and side-chain conformations Xs , X = {Xb , Xs }.
The distribution of the conformations can be expressed as the probability of the side-chain
conformations (rotamers) with respect to the backbone structure:
Pr(X = x| ) = Pr(Xb = xb ) Pr(Xs = xs |Xb , )

(9.40)

When the backbone structure Xb is fixed, we only take the latter term into account. Assume
represents all the model parameters. The left panel in Figure 9.9 shows the MRF for a part
of a protein structure where atoms are connected by edges if they are closer than a certain
predefined distance whose actual value can vary depending on the application. When the
backbone structure is fixed, the MRF represents the probability distribution of the side-chain
rotamers given the backbone. To compute the probability of a particular structure, a factor
graph was defined to express the relationship between different atoms. The factor graph
expresses the functional form of the probability distribution (Figure 9.9). Interactions are

FIGURE 9.9 A factor graph from a backbone and side-chain representation is created by grouping
pairwise interactions. The conjunction of all the interactions is equivalent to the functional form of
the probability distribution.
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FIGURE 9.10 Conditional neural field for protein tertiary-structure prediction. The input layer x
represents the sequence profile and the predicted secondary structure of q query protein and the output
layer codes the angle distribution of each position.

restricted only to pairwise interactions (side chain to side chain, backbone to backbone,
and side chain to backbone). In the factor graph those interactions are expressed as a series
of local relationships that allow the translation from a standard backbone and side-chain
representation (see Figure 9.10).
For example, simpler factors like f1 can represent the relation between both backbone
and side-chain atoms labeled x1 (ψ2 terms will be explained in the following paragraph).
More complex relations such as f23 can denote backbone–backbone and side chain–side
chain interactions between x2 and x3 (ψ1 and ψ3 terms, explained next). Each factor encodes
the relationship between side-chain atoms by computing the pairwise potentials functions
for each type of interaction:
j

i

i

j

i

j

ψ1 Xsp , Xs q = exp − E(xsp , xs q /kB T )
i

j

ψ2 Xsp , Xb = exp − E(xsp , xb )/kB T
j
ψ3 Xbi , Xb

(9.41)

=1

All atoms in the model are numbered. Let i and j denote the number assigned to two atoms
that have some form of interaction either directly through the backbone or by side-chain
interactions and ip and jq denote rotamers p and q of residues i and j. The first equation
expresses the potential function of two rotamers p in residue i and q in residue j while the
second equation specifies the potential function of the rotamer p of the residue i and the
backbone residue j. The third function is set to 1 because we assume that the backbone is
fixed. These equations model the probability according to the Boltzmann distribution, where
E defines the interaction energy between two elements using a linear approximation to the
repulsive van der Waals force. Also, T is temperature and kB is the Boltzmann constant.
In terms of potential functions, the probability of a side chain given a backbone can be
expressed as
Pr(Xs |Xb ) =

1 
ψc (x1 , x2 )
Z
c∈C(G)

(9.42)
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Using the factors group, Equation (9.42) can be restated as
Pr(xs ) =

1 
fa xsa
Z

(9.43)

fa ∈F

The MRF model can be used to estimate the probability of a particular side-chain conformation. In addition, it can also be used to estimate the free-energy. As described before,
the complexity of the free-energy computation comes from the large number of possible
states. The way to solve this problem is to break up the factor graph into region R, which
contains several factors fR and variables xR that can be used to compute the free energy
of each region via estimates of marginal probabilities. Once the region-based estimates are
computed, they can be added to produce an overall estimation. The model has been used to
calculate entropy estimates that can help determine native structures from incorrect ones.
The authors tested their model using 48 immunoglobin-related data sets, each containing
an average of 35 decoys per data set. The native structure was ranked at the top in 42 of 48
data sets.
9.3.3.2 CRF Model for Protein Threading The threading is a protein structure prediction method aimed at identifying protein structures that fit a query protein sequence from
a database of protein structure templates [9, 10]. It employs a scoring function to evaluate
fitness between the query sequence and a template structure which typically combines a
scoring term for assessing protein sequence similarity and several terms for scoring amino
acid propensity for structural environments in the template, such as the secondary structure
or exposure/burial status. Using the scoring function, the query sequence is aligned with
all templates in the database which are then sorted by score to identify the most well fitting
template for the sequence. This problem can be modeled using the CRF [86].
In an alignment of the query sequence and a template structure, each alignment position
will be assigned a label that represents a state from the set X = {M, Is , It }, where M indicates
that the position aligns a residue in the sequence with one in the template (matching state), Is
indicates that an insertion event occurs in the target sequence, and It represents an insertion
in the template. The scoring function evaluates states in the alignment. For a target s and
a template t, an alignment a = {a1 , a2 , . . . , aL } denotes a particular assignment of labels,
where each ai ∈ X. The conditional probability of alignment a given the target and the
template protein is defined as


L
exp
F
(a,
s,
t,
i)
i=1
Pr (a|s, t) =
(9.44)
Z(s, t)
where = (λ1 , λ2 , . . . , λp ) are the model parameters and Z is a normalization factor,
taking into account all possible alignments over s and t:
L

a


Z(s, t) =
exp
F (a, s, t, i)
(9.45)
a

i=1

where F stands for the combination of features at a particular position i in the alignment.
Its functional form is as follows:


λk ek (ai−1 , ai , s, t) +
λl vl (ai , s, t)
(9.46)
F (a, s, t, i) =
k

l
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Both functions e and v represent feature functions that model two types of relations. The
feature function e models an edge feature, the state transition between i − 1 and i, which
depends on the features at these two positions. The second feature function, v, a label
feature, models the relation between the state assigned to i and the features of the residue
at the position. Note that both feature functions can be nonlinear, making the model richer
in terms of the complexity of relations that can be modeled. In the CRF by Peng and Xu,
predicted solvent accessibility, PSIPRED secondary structures, and PSI-BLAST sequence
profiles were used as feature terms. The model is trained using the gradient tree boosting
technique. Instead of visualizing function F as a linear combination of conventional terms,
we can think about F being a linear combination of regression trees. The main advantage of
this approach is that more complex features can be introduced and only the important ones
emerge as part of the result. In their study, they chose 30 protein pairs from the PDB for
training and 40 for validation, with an average size of 200 residues and sequence identity
of less than 30% between them. They showed that their alignment accuracy improves with
respect to existing methods, CONTRAlign and SP3/SP5, by at least 5%, being able to
correctly align around 75% of the residues exactly and about 90% if a four-offset success
criterion was used. They were also able to improve or get similar results in fold recognition,
with respect to existing methods like RAPTOR and HHpred. The improvement is not as
significant in some cases, but they show considerable increase at the superfamily level
(around 10% of correctly identified residues).
9.3.3.3 Ab Initio Protein Structure Prediction Xu et al. further developed an ab
initio protein structure prediction method that employs CRF combined with the neural network [87]. The proposed framework was named the conditional neural field. The proposed
method expresses the main-chain conformation as a distribution of angles at each residue
position and represents nonlinear relations between features and the main-chain angles
using the neural network.
A tertiary structure of the main chain of a protein can be uniquely determined by specifying a (hinge) angle θ at each residue at position i which is formed by positions i − 1, i,
and i + 1 and τ, a pseudo–dihedral angle calculated from positions i − 2, i − 1, i, and i + 1.
The conformations of residues in a protein can be expressed as a probability distribution
of those angles. The probability distribution of the unit vector of each pair of angles (θ, τ)
for a residue position can be modeled using the Fisher–Bingham (FB5) distribution. The
probability density function FB5 is given by
f (u) =



1
exp κγ1 · u + β (γ2 · u)2 − (γ3 · u)2
c(κ, β)

(9.47)

where u is a unit vector variable of the angles, the function c is a normalizing constant,
κ determines the concentration of the angle distribution, and β is the ellipticity of the
equal-probability contours. The γ values define the mean direction and the major axes.
Using Equation (9.47), a protein main-chain structure can be modeled as a series of FB5
distributions, each determining likely directions that can be taken in order to place the next
backbone residue. In order to limit the number of possible FB5 distributions that can be
used at each position, 100 representative distributions were selected from a nonredundant
protein set they analyzed. Once 1 out of the 100 distributions is assigned to a particular
residue, concrete values of θ and τ can be sampled.
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The FB5 distribution of angles was considered as a “label” and the probability of having
each distribution for each position in a query protein sequence was estimated using the CRF.
Two features were considered in the potential function of the CRF, namely, PSI-BLAST
sequence profile and predicted secondary structure. In the conditional neural field, a hidden
layer of nonlinear combinations was introduced (Figure 9.10). The hidden layers use a gate
function Gθ (x) = 1/[1 + exp(−θ T x)], with θ the parameter vector and x the feature vector.
The probability of a label assignment S (of FB5 distributions) given a sequence profile
M and its secondary structure X was calculated as
Pr (S|M, X) =

exp

N
i=1 F (S, M, X, i)

Z(M, X)

(9.48)

where  = {λ1 , λ2 , . . . , λp } are model parameters and the function Z is a normalization
factor. The function F consists of first- and second-order feature functions (e1 , e2 ) that
describe the neighbor dependencies as well as a label feature function v that represents a
linear combination of K gate functions with parameters w and f . The concrete form F for
the features at position i is given by
F (S, M, X, i) = e1 (si−1 , si ) + e2 (si−1 , si , si+1 ) +

i+w


v(si−1 , si , Mj , Xj )

(9.49)

j=i−w

where
v(si−1 , si , X, M) =

K


wsi−1 ,si ,g Gθg (f (X, M, i))

(9.50)

g=1

This represents a linear combination of a series of gate functions G.
The benchmark study was performed on a set of about 3000 nonredundant proteins. Although they did not compare their results against other existing methods, they reported that
there was an improvement with respect to their previous CRF-only method [88], showing
that the introduction of the neural field layer contributed to better predictions. Additionally,
the authors participated in the Critical Assessment of techniques for protein Structure Prediction in 2010 (CASP8) [89] to test their performance at the blind prediction competition.
Their team was ranked notably high among the participants in CASP8. There was an average improvement of 10% in terms of TM-score/GDT-TS as compared with the CRF-only
method.

9.4 SUMMARY
In this chapter, we introduced graphical models focusing on the Markov random field and
the conditional random field. The latter half of this chapter was used to describe the recent
applications of the graphical models in three important problems in bioinformatics, gene
finding, protein function prediction, and protein structure prediction. We expect to see an
increasing number of applications in coming years, especially in the protein structure prediction, since this area is not yet much explored by the graphical models, and moreover, the
current applications have already produced promising results. As more complex biological
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data become available that are suitable to represent using networks, these graphical models
has become more important and useful in the bioinformatics field.
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